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Abstract— Medical image segmentation is vital for clin-
ical diagnosis and treatment; however, current solutions
face three major limitations: (1) the lack of a universal
framework capable of handling diverse modalities and
anatomical targets, (2) the limited scalability to adapt to
evolving clinical needs and new datasets, and (3) the
lack of instructive interfaces that make models usable
for non-expert users. To address these challenges, this
paper presents MedSegAgent, a universal and scalable
multi-agent system for instructive medical image segmen-
tation. Specifically, MedSegAgent comprises five agents:
one query parsing agent that processes natural language
requests, three coarse-to-fine filtering agents (modality fil-
tering, anatomical filtering, and label selection) for iden-
tifying relevant datasets and label values, and one exe-
cution agent responsible for model inference and result
integration. Based on this framework, MedSegAgent uti-
lizes 23 diverse datasets and pre-trained models to perform
343 types of segmentation across various modalities and
anatomical targets. Experimental results demonstrate that
MedSegAgent simplifies model selection while maintaining
high performance, accurately identifying matching datasets
and labels in 94.27% of queries and locating at least one
suitable match in 99.03% of queries. MedSegAgent offers
a universal and scalable solution for diverse medical im-
age segmentation tasks, bridging the gap between user-
friendly queries and the complexities of model selection
and deployment. Our code is publicly available at https:
//github.com/uni-medical/MedSegAgent.
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I. INTRODUCTION

MEDICAL image segmentation plays a crucial role in
medical image analysis by enabling accurate delin-

eation of anatomical structures and pathological regions, which
is essential for diagnosis [1], treatment planning [2], and
interventions [3]. In the past decade, the growth of spe-
cialized medical image datasets and advanced deep learning
models [4], [5] have greatly improved segmentation accuracy,
driving progress across a wide range of clinical applications.

However, these solutions often lack generality and focus on
specific imaging modalities or anatomical targets. In practice,
this limitation introduces several barriers to broader adoption.
First, model selection is required for every application, requir-
ing practitioners to determine which model—or combination
of models—is most suitable for a specific clinical require-
ment. With an increasing number of specialized models, this
decision-making process becomes more complex. Second, the
technical complexity involved in deploying and maintaining
multiple pipelines often requires specialized expertise, hinder-
ing seamless integration into routine clinical workflows. Third,
these solutions operate in isolation, making it challenging to
combine complementary models, even when such integration
could enhance diagnostic insights. As a result, many advanced
segmentation methods remain underutilized, limiting their
potential to advance intelligent healthcare.

To address these challenges, researchers have pursued
general-purpose solutions through two main strategies: the
development of comprehensive datasets and the creation of
general-purpose segmentation models. Efforts like TotalSeg-
mentator [6], [7] have proven the feasibility of multi-structure
annotation, offering broad coverage by annotating 104 whole-
body structures in CT scans and later extending to 59 struc-
tures in MR imaging [7]. However, these datasets are con-
strained by limitations in sample size, data diversity, and an-
notation quality. On the other hand, general-purpose segmen-
tation models like MedSAM utilize prompt-based interactive
segmentation [8]–[10] to handle a variety of tasks. While
these universal models are flexible, they demand significant
computational resources and often exhibit lower accuracy
and longer inference times compared to task-specific models
with fewer parameters. Moreover, these approaches face a
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Fig. 1. Illustration of the clinical challenges and our proposed solution. A: Examples of clinicians struggling with model selection across different
segmentation tasks. B: Our proposed MedSegAgent that bridges natural language requests and segmentation results.

scalability challenge as medical imaging evolves, with new
protocols, disease targets, and clinical guidelines requiring
extensive retraining or reannotation.

To fully leverage the strengths of each specialized segmenta-
tion model, we propose developing an intelligent management
system capable of determining which models to use and how to
apply them to diverse tasks. This system could potentially in-
tegrate Large Language Models (LLMs) or Multimodal Large
Language Models (MLLMs) [11]–[13] as its core agents,
enabling it to perform medical image segmentation based on
textual instructions. To accomplish this, three key challenges
must be addressed. First, translating clinical descriptions into
a format that the system or model can understand and process
is a significant hurdle. Additionally, the large number of
medical image segmentation models and datasets, many of
which overlap functionally, complicates the process of model
selection. Finally, determining the optimal way to combine the
results from multiple models is critical for achieving accurate
and reliable segmentation outcomes.

In this paper, we develop MedSegAgent, a novel multi-
agent system powered by LLMs/MLLMs, offering a universal
framework for medical image segmentation based on user
instructions. Specifically, MedSegAgent comprises five agents:
a query parsing agent that converts natural language requests,
three coarse-to-fine filtering agents (modality filtering, anatom-
ical filtering, and label selection), and an execution agent
responsible for model inference and result integration. This
hierarchical architecture allows MedSegAgent to efficiently
manage a vast repository of specialized datasets and their
corresponding pre-trained models, enabling it to handle a
broad range of segmentation tasks across various imaging
modalities and anatomical regions.

We evaluated the MedSegAgent by integrating 23 diverse
medical image segmentation datasets, each paired with pre-
trained nnU-Net models. A benchmark of 343 queries was
constructed to assess the system’s ability to map natural
language requests to relevant datasets and labels. Our results
demonstrate that the proposed coarse-to-fine (C2F) strategy

outperforms other prompting methods. The system’s scal-
ability was verified through successful integration of five
additional specialized datasets. Additionally, when compared
with existing text-prompt-based general segmentation meth-
ods, our system not only demonstrates superior segmentation
accuracy across multiple clinical scenarios but also maintains
consistent performance across different textual descriptions of
the same anatomical target, while other methods’ performance
can significantly degrade with such variations.

The main contributions of this work are as follows:
• We introduce MedSegAgent, a multi-agent system that

achieves universal segmentation through orchestrating
specialized models rather than training a single universal
model.

• We leverage 23 diverse medical image segmentation
datasets and their pre-trained models, enabling MedSegA-
gent to perform 343 types of segmentation across various
modalities and anatomical regions.

• We establish a comprehensive benchmark of 343 natu-
ral language queries, demonstrating that MedSegAgent
accurately identifies matching datasets and label values
in 94.27% of queries, and locates at least one suitable
match in 99.03% of queries.

II. RELATED WORK

A. Medical Image Segmentation

Medical image segmentation has advanced significantly
through deep learning architectures [14]–[17] and large-scale
datasets [2], [4], [6], [18]. The U-Net architecture [14] estab-
lished the encoder-decoder paradigm with skip connections,
while nnU-Net [15] demonstrates the power of automatic task-
specific configuration, achieving strong performance across
diverse benchmarks. Recent studies [19] further reveal that
optimal architectures are highly task-specific, and appropriate
model configuration can achieve the best trade-off between
accuracy and efficiency for each task. However, such special-
ized models are typically designed for specific modalities or



HUANG et al.:MEDSEGAGENT 3

anatomical targets, limiting their flexibility for broader clinical
applications.

To address this limitation, researchers pursue two com-
plementary strategies toward universal segmentation. The
first builds comprehensive multi-category datasets: abdominal
datasets [20]–[22] enable segmentation of over 10 organs in
CT and MRI, SegRap2023 [2] provides annotations for 45
head-neck structures, and TotalSegmentator [6], [7] extends
coverage to 104 CT and 59 MRI whole-body structures.
The second strategy develops flexible model architectures.
DoDNet [23] introduced dynamic segmentation heads with
task embeddings, while Liu et al. [24] leveraged CLIP-driven
text embeddings for semantic understanding. More recently,
foundation models have emerged as a paradigm shift: Med-
SAM [8] demonstrates strong cross-modality generalization
through large-scale training, SegVol [10] enables efficient 3D
segmentation via zoom-out-zoom-in mechanism, and SAT [9]
constructs an anatomical knowledge tree for text-prompted
segmentation. Despite these advances, universal models still
face challenges in matching specialized performance while
managing computational demands and complex prompting
protocols.

B. LLM-based Agents in Medicine

Large Language Models (LLMs) have demonstrated re-
markable capabilities across medical applications, including
clinical diagnosis [25], risk prediction [26], and report gen-
eration [27]. Beyond clinical settings, machine learning ap-
proaches have also shown value in broader healthcare decision-
making, such as public health surveillance and predictive
modeling [28]. To adapt LLMs for medical purposes, two main
approaches exist: fine-tuning for task-specific optimization,
which requires substantial computational resources and may
reduce general capabilities, and inference-time enhancement
strategies that preserve model strengths while enabling spe-
cialization.

Inference-time strategies have proven particularly effec-
tive. Retrieval-augmented generation (RAG) improves medical
question answering and clinical guidance, with frameworks
like Almanac [29] enhancing treatment recommendations and
MIRAGE [30] establishing evaluation protocols. Multi-agent
systems enable collaborative reasoning: MDAgents [31] fa-
cilitates adaptive collaboration for clinical diagnosis, while
MedAgents [32] supports zero-shot medical reasoning through
specialized agents. Tool integration extends LLM capabili-
ties to practical applications, with AgentMD [26] automating
risk prediction using clinical calculators, MMedAgent [33]
orchestrating specialized tools for multi-modal diagnosis, and
ChatCAD+ [34] combining CAD models with knowledge
retrieval for medical image interpretation.

Unlike these approaches that augment LLMs with external
medical tools, our work takes a complementary perspective:
leveraging LLMs to intelligently orchestrate existing special-
ized segmentation models, thereby addressing the practical
challenges of model selection and deployment in clinical
workflows.

III. METHODOLOGY

A. Problem Definition
We consider a collection of medical image segmentation

datasets, denoted as D = D1, D2, . . . , DN , where each dataset
is defined as:

Di = (Mi,Li, fi) , (1)

where
• Mi: A pre-trained segmentation model associated with

Di,
• Li = {li1, li2, . . . , liki

}: The set of anatomical or patholog-
ical labels, which may vary in terminology, granularity,
and naming conventions,

• fi : Li → P(N): A mapping function that resolves syn-
onyms and anatomical relationships to assign each label
a distinct set of integer values used by the segmentation
model.

Given a target medical image I and a free-form natural
language query q, our objective is to identify all valid dataset-
label pairs C:

C = {(D,L) | D ∈ D, L ⊆ LD, satisfies(I, q,D, L)} , (2)

where satisfies(I, q,D, L) determines if D and L:
1) Match the imaging modality of I (e.g., CT, MRI, PET),
2) Fulfill the semantic requirements of q by aligning

anatomical structures through terminological variations,
laterality considerations, and hierarchical relationships
using LLM-based reasoning.

Finally, the segmentation results S(I, q) are obtained by:

S(I, q) = {(D,L,ML) | (D,L) ∈ C,ML =MD(I; fD(L))} ,
(3)

where ML is the segmentation mask from which we extract
the regions corresponding to fD(L) to satisfy the query q.

B. System Overview
As shown in Fig. 2, MedSegAgent takes a natural language

query and a medical image as input, and outputs segmentation
masks for the requested anatomical structures. The system
maintains a library of specialized segmentation models, each
paired with dataset metadata (modality, anatomical labels).
LLM-powered agents orchestrate the process: a Query Parsing
Agent extracts the target modality and anatomy from the
user’s request; Filtering Agents progressively narrow down
candidates through a coarse-to-fine (C2F) matching strategy;
and an Execution Agent executes the selected models and pro-
duces final segmentation through MLLM-guided rank-aware
ensemble.

C. Model Library and Scalability
MedSegAgent maintains a library of specialized segmenta-

tion models, each independently trained on a specific dataset
using the nnU-Net [15] framework. Each model is paired with
a standardized JSON metadata entry containing three fields:

• Name: A unique identifier for the dataset.
• Modality: The imaging modality or modalities (e.g., CT,

MRI, PET).
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Fig. 2. Overview of the MedSegAgent framework. Given a natural language query and a medical image, the system identifies relevant models
through coarse-to-fine matching and produces final segmentation via MLLM-guided rank-aware ensemble.

• Labels: A dictionary mapping anatomical targets to their
corresponding integer label values.

To extend the system, one simply adds a new metadata entry
and the corresponding pre-trained model.

D. Query Parsing and Coarse-to-Fine Matching

Algorithm 1 formalizes the coarse-to-fine matching pro-
cedure, which hierarchically narrows the candidate space
(modality → anatomy → labels) to simplify LLM reasoning
at each stage.

E. MLLM-guided Rank-Aware Ensemble

For each matched pair (D,L) ∈ C, the Execution Agent
runs the corresponding model to obtain segmentation outputs.
When multiple models are matched, we employ a rank-aware
integer voting ensemble. Let {P1, . . . , PK} denote the K
segmentation masks from matched models. To rank these
outputs, we use a Multimodal LLM (MLLM) as follows. For
each orthogonal view v ∈ {axial, coronal, sagittal}, we first
compute the union mask and select the representative slice
with the largest segmentation area:

z∗v = argmax
z

∣∣∣∣∣
K⋃

k=1

P
(v,z)
k

∣∣∣∣∣ , (4)

where P
(v,z)
k denotes the 2D slice of mask Pk at position z

along view v. For each z∗v , the MLLM receives the original
image slice and all model predictions, outputting a quality
assessment av . The final ranking is obtained by aggregating
the three view-specific assessments:

rank(P1, . . . , PK) = MLLM(aaxial, acoronal, asagittal). (5)

Given the ranked models, we assign deterministic integer
weights based solely on rank: wr = K − r + 1 for rank r ∈

Algorithm 1 Query Parsing and Coarse-to-Fine Matching
1: Input: Natural language query q, dataset collection D
2: Output: Matched dataset-label pairs C
3: Step 1: Query Parsing
4: Extract modality mq and anatomical target tq from q using

Query Parsing Agent.
5: Step 2: Modality Filtering

Dmod = {D ∈ D | mq ∈ modality(D)}

6: Step 3: Anatomical Filtering
7: Use Anatomical Filtering Agent to select datasets contain-

ing the target anatomy:

Danat = {D ∈ Dmod | ∃l ∈ LD s.t. l semantically matches tq}

8: Step 4: Label Selection
9: Initialize C = ∅.

10: for each D ∈ Danat do
11: Use Label Selection Agent to determine L ⊆ LD that

semantically match tq .
12: C ← C ∪ {(D,L)}
13: end for
14: return C

{1, . . . ,K}. For each voxel x, we compute the weighted vote:

S(x) =

K∑
r=1

wr · br(x), (6)

where br(x) ∈ {0, 1} indicates whether the model at rank r
predicts voxel x as foreground. The decision threshold is set
to the weight of the second-ranked model: τ = w2 = K − 1.
A voxel is accepted if and only if S(x) > τ .
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IV. EXPERIMENTS

Fig. 3. Overview of the benchmark. A) Construction pipeline for
generating the evaluation benchmark. B) Distribution of queries across
modalities (top) and breakdown of single vs. multiple dataset/label
queries (bottom). C) Example query-answer pair from the benchmark.

A. Datasets and Benchmark Construction

We integrated 23 diverse medical image segmentation
datasets, each paired with a pre-trained nnU-Net model (Ta-
ble I). To systematically evaluate our system’s ability to
map natural language queries to the appropriate dataset–label
pairs, we constructed a comprehensive benchmark through a
structured three-step process (Fig. 3A):

Step 1: Metadata Collection. For each dataset, we ex-
tract supported modalities, anatomical label names, and their
integer values. For example, FLARE22 supports CT with
labels including “left kidney: 13” and “right kidney: 2”;
AMOS22 supports both CT and MRI with “kidney left: 3”
and “kidney right: 2”.

Step 2: Initial Query Generation. We iterate through each
dataset, converting each (modality, label) pair into a query-
answer pair. For example, FLARE22’s “left kidney” generates
query “Please help me segment left kidney in CT” with answer
{FLARE22: [13]}. For bilateral structures, we also generate
composite queries: “Please help me segment kidney in CT”
with answer {FLARE22: [2, 13]}.

Step 3: Semantic Merging. Queries with semantically
equivalent targets are merged. Let lat(x) ∈ {L,R,B,∅}
denote laterality (left, right, bilateral, unspecified), and
children(t) denote child structures of t. A label l from dataset
D matches query target tq if:

• Semantic equivalence: l refers to the same structure as
tq , satisfying lat(tq) = ∅ ∨ lat(l) ∈ {lat(tq),B}. For
example, “Please help me segment left kidney in CT”
merges FLARE22’s “left kidney: 13” and AMOS22’s

“kidney left: 3” into {FLARE22: [13], AMOS22: [3]};
or

• Hierarchical mapping: l ∈ children(tq), requiring all
children: L∗

D = children(tq)∩LD. For example, “Please
help me segment kidney in CT” yields {FLARE22: [2,
13], AMOS22: [2, 3]}.

This process yielded 343 unique queries, each mapping
to one or more dataset–label pairs (Fig. 3). The benchmark
comprises 287 single-dataset and 56 multi-dataset queries,
with 230 single-label and 104 multi-label queries (Fig. 3B).
Error analysis on GPT-4o with standard prompting identified
four failure modes with representative examples (Fig. 4):
dataset missing (57.14%), dataset mismatch (15.58%), dataset
incompleteness (9.09%), and label mismatch (18.18%).

B. Evaluation Metrics
1) Dataset and Label Selection Metrics: We define three

complementary metrics: Dataset Coverage (DC) quantifies
the fraction of datasets that are perfectly matched, providing
an overall measure of accuracy. Complete Coverage (CC)
verifies that no dataset is overlooked, thereby maximizing the
utilization of available models for comprehensive analysis.
Minimal Coverage (MC) ensures that at least one correct match
is found, which can be sufficient in clinical workflows.

Formally, let

G = {(d, LG
d ) | d ∈ DG}, P = {(d, LP

d ) | d ∈ DP }, (7)

denote the ground-truth and predicted mappings for a given
query, where d is a dataset, and LG

d , L
P
d are sets of label values.

Define DG = keys(G) and DP = keys(P ).
Dataset Coverage (DC):

DC(G,P ) =

∣∣{d ∈ DG ∪DP | d ∈ DP and LP
d = LG

d }
∣∣

|DG ∪DP |
.

(8)
Complete Coverage (CC):

CC(G,P ) =

{
1 if DC(G,P ) = 1,

0 otherwise.
(9)

Minimal Coverage (MC):

MC(G,P ) =

{
1 if DC(G,P ) > 0,

0 otherwise,
(10)

2) Segmentation Performance Metrics: We employ two
standard metrics to evaluate segmentation quality:
Dice Similarity Coefficient (DSC).

DSC =
2|P ∩G|
|P |+ |G|

, (11)

where P and G are the predicted and ground-truth segmenta-
tions, respectively.
Normalized Surface Dice (NSD).

NSD(G,P ) =
|B∂G(τ) ∩ ∂P |+ |B∂P (τ) ∩ ∂G|

|∂G|+ |∂P |
, (12)

where ∂G and ∂P denote the boundaries of the ground truth
and the prediction, respectively. B∂G(τ) and B∂P (τ) represent
border regions defined within a tolerance τ . In this work, we
set the tolerance to 1 for all classes.
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Fig. 4. Examples of common error types in dataset and label selection. Each panel shows a representative example comparing correct and
incorrect responses. Green and pink backgrounds indicate correct and incorrect responses, respectively.

TABLE I
SUMMARY OF SELECTED MEDICAL IMAGE SEGMENTATION DATASETS. (NC: NON-CONTRAST, CE: CONTRAST-ENHANCED)

Dataset Modalities Body Region Annotated Structures

TotalSegmentator v2 [6] CT Whole-body 117 structures including major organs (e.g., spleen, kidneys
(L/R), liver), vessels (e.g., aorta, veins), bones, brain

TotalSegmentator MRI [7] MRI Whole-body 56 structures including major organs (e.g., spleen, kidneys
(L/R), liver), major vessels (e.g., aorta, IVC), spine (vertebrae,
intervertebral discs), muscle groups, brain

CT-ORG [35] CT Whole-body liver, bladder, lungs, kidneys (L/R), bone, brain
AutoPET [36] PET/CT Whole-body various tumor sites (e.g., melanoma, lymphoma, lung cancer)
SegRap2023 Task1 [2] CT (NC, CE) Head & Neck 45 structures including brain, brainstem, chiasm, temporal

lobes (L/R), hippocampi (L/R), optic nerves (L/R), salivary
glands (L/R), bony/cartilaginous landmarks

BraTS21 [37] MRI (T1, T1Gd, T2, FLAIR) Head & Neck whole tumor, tumor core, enhancing tumor
ISLES22 [38] MRI (ADC, DWI, FLAIR) Head & Neck stroke lesion
ISLES22 ATLAS [38] MRI (T1) Head & Neck stroke lesion
Instance22 [39] CT (NC) Head & Neck intracranial hemorrhage
HECKTOR2022 [40] PET/CT Head & Neck GTVp, GTVnd
SegRap2023 Task2 [2] CT (NC, CE) Head & Neck GTVp, GTVnd
MM-WHS [41] MRI, CT Heart left/right atria, left/right ventricles, myocardium, ascending

aorta, pulmonary artery
ACDC [42] MRI Heart left ventricle, right ventricle, myocardium
ImageCAS [43] CT Heart coronary artery
Parse22 [44] CT (CE) Thorax pulmonary artery
ATM22 [18] CT Thorax pulmonary airway
AbdomenAtlasMini [22] CT Abdomen aorta, gallbladder, kidneys (L/R), liver, pancreas, postcava,

spleen, stomach
AMOS22 Task2 [21] MRI, CT Abdomen spleen, kidneys (L/R), gallbladder, esophagus, liver, stomach,

aorta, IVC, pancreas, adrenal glands (L/R), duodenum, blad-
der, prostate or uterus

FLARE22 [20] CT Abdomen liver, kidneys (L/R), spleen, pancreas, aorta, IVC, adrenal
glands (L/R), gallbladder, esophagus, stomach, duodenum

WORD [45] CT Abdomen liver, spleen, kidneys (L/R), stomach, gallbladder, esophagus,
pancreas, duodenum, colon, intestine, adrenal, rectum, blad-
der, femurs (L/R)

KiTS23 [46] CT Abdomen kidneys, renal tumors, renal cysts
LiTS [47] CT Abdomen liver, liver tumor
Adrenal-ACC-Ki67-Seg [48] CT (CE) Abdomen adrenocortical carcinoma
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TABLE II
COMPARISON OF BASELINE METHODS ON A 343-QUERY BENCHMARK, USING GPT-4O-MINI AND GPT-4O BACKENDS.

Method GPT-4o-mini [11] GPT-4o [11]

DC (%) CC (%) MC (%) DC (%) CC (%) MC (%)

Standard 11.50± 0.14 7.39± 0.17 15.35± 0.60 44.11± 4.19 39.46± 3.96 48.88± 4.27
CoT [49] 13.25± 0.46 9.23± 0.60 17.88± 0.61 72.37± 1.29 66.96± 0.94 77.74± 1.61
ReAct [50] 18.51± 1.74 13.02± 1.38 23.71± 1.60 76.86± 2.25 70.55± 2.39 82.22± 2.33
RAG [51] 22.85± 2.08 16.42± 2.26 28.86± 2.28 66.85± 1.74 59.77± 1.55 71.23± 1.44
Self Refine [52] 20.37± 1.33 14.67± 1.18 25.56± 0.94 75.04± 1.77 69.10± 1.16 80.17± 2.54
Multi Expert 55.96± 1.75 48.01± 2.15 64.43± 2.04 90.91± 0.18 85.42± 0.51 96.01± 0.84

C2F w/o Query Parsing 42.88± 0.83 37.90± 1.19 46.45± 0.96 91.97± 0.59 85.62± 0.27 96.60± 0.60
C2F w/o Modality Filter. 61.69± 0.33 54.81± 0.41 67.06± 0.24 93.22± 0.47 88.24± 0.36 97.08± 0.24
C2F w/o Anatomical Filter. 51.74± 1.77 45.68± 2.00 57.34± 1.17 91.01± 0.67 86.20± 0.84 95.34± 0.41
C2F (Ours) 67.04± 1.19 60.64± 1.33 71.91± 1.71 96.97± 0.12 94.27± 0.17 99.03± 0.17

TABLE III
COMPARISON OF REACT VS. C2F ACROSS MULTIPLE LLM BACKENDS.

LLM Backend ReAct [50] C2F (Ours)

DC (%) CC (%) MC (%) DC (%) CC (%) MC (%)

Claude-3.5-sonnet [12] 95.37± 0.49 91.84± 0.77 97.67± 0.00 96.60± 0.97 94.56± 1.18 98.06± 0.84
Claude-3.5-haiku [12] 76.95± 1.27 69.87± 1.22 83.87± 1.31 88.24± 1.98 82.51± 2.47 93.44± 2.27
Qwen2.5-72B [13] 66.45± 1.73 58.50± 2.35 74.05± 1.91 93.40± 1.30 88.53± 1.94 97.28± 1.38
Qwen2.5-32B [13] 70.83± 0.13 63.95± 0.44 77.06± 0.61 91.09± 0.35 85.71± 1.24 95.34± 0.41
Qwen2.5-14B [13] 67.20± 1.03 56.56± 0.83 77.56± 0.81 85.47± 0.59 79.35± 0.63 90.26± 0.41
Qwen2.5-7B [13] 27.76± 1.80 21.38± 1.18 35.76± 2.71 55.95± 5.14 47.23± 8.49 65.21± 2.19
Llama-3.1-70B [53] 64.46± 1.70 53.65± 1.27 75.22± 2.39 85.53± 4.36 78.91± 8.06 91.45± 1.18
Llama-3.1-8B [53] 21.43± 3.73 16.23± 2.87 30.13± 4.49 40.63± 1.58 33.92± 1.94 48.30± 1.10

C. Implementation Details
All experiments were conducted on a workstation equipped

with an NVIDIA RTX 4090 GPU (24 GB VRAM), Intel
Core i9-13900K processor, and 64 GB RAM. The multi-
agent system was implemented using AutoGen 0.3 [54]. LLM
inference was performed via official APIs.1 Segmentation
models were implemented using PyTorch 2.0 with the nnU-
Net framework, following standard preprocessing pipelines
(automatic resampling, intensity normalization, and cropping)
without additional modifications. For LLM-based agents, we
use temperature=0.7, top p=1.0, and max tokens=4096; all
experiments were repeated 3 times independently with re-
ported mean ± standard deviation to quantify inherent LLM
variability. For local deployment experiments, we used 4-bit
quantized Qwen2.5 models (7B and 14B) deployed via Ollama
(v0.6.0). Inference latency was measured using the official
FLARE22 [20] timing utility.

D. Comparison with Baseline Methods
To evaluate our coarse-to-fine (C2F) approach, we com-

pare it against several prompting strategies using both GPT-
4o and GPT-4o-mini as backends (Table II). We consider
six baselines: Standard directly maps queries to dataset
labels without explicit reasoning; CoT [49] employs chain-of-
thought prompting; ReAct [50] alternates between reasoning
and action phases; RAG [51] incorporates retrieval of dataset
metadata before inference; Self Refine [52] adds a self-
verification stage to refine predictions; Multi Expert is a

1API versions used: gpt-4o-2024-08-06, gpt-4o-mini-2024-07-18, claude-
3-5-sonnet-20241022, claude-3-5-haiku-20241022.

custom multi-agent system comprising specialized experts for
different anatomical regions, with an assigner agent routing
queries and a summary agent consolidating predictions.

Our C2F approach achieves the best performance on both
backends, with 96.97% DC and 99.03% MC on GPT-4o. Com-
pared to the strongest baseline (Multi Expert), C2F improves
DC by over 6% on GPT-4o and 11% on GPT-4o-mini. Both
methods reduce each agent’s scope, but C2F uses sequential
filtering rather than parallel consultation. Notably, while RAG
and Self Refine improve upon ReAct on GPT-4o-mini, they do
not yield consistent gains on GPT-4o. Statistical significance
was confirmed using two-sided Wilcoxon signed-rank tests on
per-query accuracy across all 343 queries (p < 0.001 for all
pairwise comparisons against baselines).

To further validate component contributions, we conducted
ablation studies by removing individual agents (Table II, bot-
tom rows). On GPT-4o-mini, removing Query Parsing causes
the largest drop (−24.16% DC), while on GPT-4o, Anatomical
Filtering is most critical (−5.96% DC). All ablations degrade
MC, confirming that each agent contributes to the system’s
overall effectiveness.

E. Generalizability to Other LLM Backends

We evaluate C2F against ReAct on open-source (Qwen2.5,
Llama-3.1) and closed-source (Claude-3.5) models of various
scales (Table III). C2F consistently outperforms ReAct across
all backends, with larger gains on smaller models: Qwen2.5-
72B improves by 26.95% DC, while Claude-3.5-sonnet gains
only 1.23%. This suggests that C2F’s hierarchical decompo-
sition particularly benefits models with limited capacity by
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TABLE IV
PERFORMANCE COMPARISON USING DIFFERENT QUERY VARIANTS.

Query Variants DC (%) CC (%) MC (%)

Standard 96.97± 0.12 94.27± 0.17 99.03± 0.17

Synonyms 91.02± 1.69 87.17± 2.27 94.46± 1.45
∆ vs. Standard ↓5.95 ↓7.10 ↓4.57
Example failure: “hystera” cannot be mapped to “uterus”

Abbreviations 92.35± 0.81 88.34± 1.26 95.24± 0.60
∆ vs. Standard ↓4.62 ↓5.93 ↓3.79
Example failure: “OD” (oculus dexter) cannot be mapped to “right eye”

breaking complex matching into simpler sub-tasks. Notably,
smaller models with C2F can surpass larger models with
ReAct: Qwen2.5-14B + C2F (85.47%) outperforms Qwen2.5-
72B + ReAct (66.45%), demonstrating that C2F effectively
compensates for model capacity limitations.

Among open-source alternatives, Qwen2.5-32B with C2F
achieves 91.09% DC, approaching GPT-4o performance
(96.97%) while remaining locally deployable, offering a prac-
tical option for privacy-sensitive clinical environments.

F. Robustness to Query Variations

To evaluate robustness to different query formulations, we
manually constructed two additional test sets by rephrasing
all 343 queries using uncommon synonyms (e.g., “renal” for
“kidney”) and medical abbreviations (e.g., “IVC” for “inferior
vena cava”). As shown in Table IV, MedSegAgent maintains
strong performance across query variants. Synonyms and
abbreviations cause modest DC drops of 5.95% and 4.62%,
respectively, while MC remains above 94%. Failures occur
mainly with very rare terms (e.g., “hystera” for uterus) or am-
biguous abbreviations (e.g., “OD” for right eye). These results
confirm that the LLM’s semantic understanding effectively
handles common query variations in clinical practice.

TABLE V
PERFORMANCE BEFORE AND AFTER SYSTEM EXTENSION.

Query Set DC (%) CC (%) MC (%)

Original (343) 96.97± 0.12 94.27± 0.17 99.03± 0.17
After Ext. (343) 96.87± 0.13 94.17± 0.29 98.93± 0.17
New (10) 100.00± 0.00 100.00± 0.00 100.00± 0.00

G. Scalability Evaluation

To evaluate scalability, we integrated five additional
datasets covering new modalities and targets: LNQ2023 [55],
FUMPE [56], TDSC-ABUS2023, SPPIN [57], and Cross-
MoDA2023 [58]. As shown in Table V, performance on
the original 343 queries remains stable after extension (DC:
96.97% → 96.87%), while new queries targeting the added
datasets achieve 100% accuracy. This confirms that MedSegA-
gent can incorporate new models without degrading existing
capabilities.

SegVol MedSegAgent SAT-Pro

“Inferior Vena 
Cava”

“IVC”

“Right 
Kidney”

“Kidney_R”

“Gallbladder”

“Cholecyst”

Prompt

Fig. 5. Visual comparison of segmentation results using different text
prompts across SAT-Pro, SegVol, and MedSegAgent (ours).

H. Comparison with General-Purpose Medical Image
Segmentation Methods

We compare MedSegAgent with state-of-the-art general-
purpose segmentation models: TotalSegmentator [6], Med-
SAM2 [59], SAM-Med3D [60], SegVol [10], and SAT-Pro [9].
To ensure fairness, we use a single pre-trained nnU-Net per
dataset in MedSegAgent, without ensembling. Experiments
were conducted on FLARE22 [20] (abdominal CT, 13 organs,
50:50 train-test split), ACDC [42] (cardiac MRI, 100:50 pa-
tient split), and AutoPET [36] (PET/CT tumor, 398:103 split).

As shown in Table VI, MedSegAgent achieves the highest
DSC across all three datasets: 86.91% on FLARE22, 91.53%
on ACDC, and 76.97% on AutoPET. All pairwise differences
between MedSegAgent and baseline methods are statistically
significant (p < 0.001, two-sided Wilcoxon signed-rank
test). TotalSegmentator performs competitively on FLARE22
(85.01%) but is limited to CT. SegVol, primarily trained on
CT, fails on MRI-based ACDC (0.94% DSC). SAT-Pro shows
broader adaptability but still underperforms MedSegAgent.
Figure 5 further demonstrates that MedSegAgent maintains
consistent results across different text prompts, while SAT-Pro
and SegVol exhibit significant variability.



HUANG et al.:MEDSEGAGENT 9

TABLE VI
PERFORMANCE COMPARISON OF GENERAL-PURPOSE MEDICAL IMAGE SEGMENTATION METHODS ACROSS DIFFERENT DATASETS.

Method Prompt FLARE22 [20] ACDC [42] AutoPET [36]

DSC (%) NSD (%) DSC (%) NSD (%) DSC (%) NSD (%)

TotalSegmentator [6] - 85.01 ± 16.78 75.81 ± 19.08 - - - -
MedSAM2 [59] BBox 56.51 ± 38.44 52.07 ± 34.80 32.77 ± 30.28 34.53 ± 16.22 9.93 ± 16.22 4.10 ± 6.71
SAM-Med3D [60] Point 50.84 ± 30.29 30.95 ± 20.92 44.42 ± 26.20 32.56 ± 11.55 17.12 ± 24.86 9.84 ± 14.64
SegVol [10] Text 81.16 ± 14.57 69.81 ± 16.92 0.94 ± 2.88 0.61 ± 1.71 0.20 ± 1.02 0.21 ± 0.91
SegVol [10] Text + BBox 84.44 ± 8.92 71.70 ± 14.12 0.41 ± 2.96 0.33 ± 2.03 17.56 ± 22.75 8.02 ± 10.04
SAT-Pro [9] Text 81.39 ± 14.73 69.65 ± 17.05 87.36 ± 6.29 72.49 ± 8.01 71.30 ± 20.78 50.79 ± 17.47

MedSegAgent (Ours) Text 86.91 ± 15.76 81.89 ± 17.84 91.53 ± 4.54 82.00 ± 7.05 76.97 ± 15.14 58.85 ± 17.25
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Fig. 6. Inference latency on FLARE22. Left: time to segment 1–13 organs in a single volume. Right: cumulative time to segment one organ over
5–50 volumes. MedSegAgent is shown in three configurations: cached mode, Qwen2.5-7B, and Qwen2.5-14B. Lower is faster.

I. Inference Efficiency

Inference latency was measured on the FLARE22 official
validation set, timing each case end-to-end. SAT-Pro was
excluded because it cannot run on a single RTX 4090. We
compared MedSegAgent against SegVol, MedSAM2, and To-
talSegmentator. We evaluated MedSegAgent under two scenar-
ios: (1) warm start (cached mode), where repeat prompts reuse
the previously selected model with no selection overhead;
and (2) cold start (uncached mode), where model selection
is performed via quantized Qwen2.5 models, adding approx-
imately 5s (7B) or 40s (14B) of initial latency. We assessed
performance in two typical scenarios: (1) segmenting 1–13
organs in a single volume and (2) segmenting a fixed organ
across 5–50 volumes.

Figure 6 summarizes the results. In the multi-class test on
a single volume, SegVol and MedSAM2, which require a
separate prompt per organ, show near-linear latency growth.
TotalSegmentator exhibits discrete runtime jumps when load-
ing extra expert models. By contrast, the FLARE22 champion
model—measured for inference time only—maintains a nearly
constant per-case segmentation time below 12 s. MedSegA-
gent’s uncached quantized Qwen2.5 variant adds about 40 s
overhead with the 14B model and about 5 s with the 7B model.

In the single-class test across multiple volumes, only an initial
model-selection step is required; subsequent inferences reuse
the selected model at constant per-case latency.

J. MLLM-guided Rank-Aware Ensemble Evaluation
To evaluate the rank-aware ensemble strategy, we selected

ten anatomical structures from BTCV [61] (following the
organ selection in [62]) that are present in all four datasets:
FLARE22 [20], AMOS22 [21], TotalSegmentator [6], and
WORD [45]. Dataset-specific nnU-Net models were trained
and tested on 30 BTCV cases (no overlap with training),
comparing oracle bounds (Best/Worst Selection), Random
Selection, Majority Voting Ensemble, and our MLLM-guided
methods (top-model Selection and rank-aware Ensemble) us-
ing GPT-4o [11].

As shown in Table VII, individual models achieved average
DSC ranging from 80.10% (WORD) to 84.05% (AMOS22),
with complementary organ-specific strengths: TotalSegmenta-
tor excelled in liver (96.13%), while FLARE22 performed best
on adrenal glands (75.20%/74.39%). The oracle bounds (Best:
86.86%, Worst: 77.17%) demonstrate substantial room for
intelligent selection. Figure 7 illustrates the case-by-case vari-
ability across results integration strategies. Among automatic



10 IEEE TRANSACTIONS AND JOURNALS TEMPLATE

TABLE VII
SEGMENTATION PERFORMANCE ON BTCV DATASET ACROSS DIFFERENT MODELS FOR DICE SIMILARITY COEFFICIENT (DSC).

Model Spleen Kidney (R) Kidney (L) Gallbladder Liver Stomach Pancreas Adrenal (R) Adrenal (L) Esophagus Average

FLARE22 [20] 90.50 ± 15.42 86.93 ± 15.91 86.96 ± 19.06 74.13 ± 29.60 94.59 ± 7.15 88.66 ± 11.69 81.96 ± 6.40 75.20 ± 4.62 74.39 ± 16.56 79.88 ± 17.19 83.32 ± 8.64
AMOS22 [21] 93.36 ± 13.30 90.61 ± 15.71 89.44 ± 17.66 74.54 ± 27.69 95.41 ± 6.75 90.39 ± 10.70 80.34 ± 12.23 73.01 ± 5.13 72.76 ± 16.54 80.71 ± 8.58 84.05 ± 6.54
TotalSeg. [6] 92.63 ± 11.19 90.40 ± 16.65 92.35 ± 7.18 67.05 ± 34.26 96.13 ± 5.64 90.46 ± 7.70 81.37 ± 7.16 70.04 ± 5.55 68.12 ± 19.32 79.20 ± 8.40 82.78 ± 6.82
WORD [45] 90.93 ± 9.43 86.81 ± 14.71 86.63 ± 17.43 66.20 ± 32.29 94.58 ± 5.06 86.20 ± 15.01 76.46 ± 11.75 68.33 ± 7.90 66.20 ± 16.27 78.67 ± 7.23 80.10 ± 6.21

Worst Selection 87.74 ± 16.12 84.15 ± 18.45 84.82 ± 19.22 59.59 ± 35.37 93.68 ± 7.23 84.24 ± 14.85 75.20 ± 11.80 66.17 ± 7.17 62.98 ± 19.11 73.18 ± 16.54 77.17 ± 8.99
Best Selection 94.85 ± 7.12 91.93 ± 13.62 93.40 ± 6.26 80.34 ± 23.91 96.39 ± 4.78 92.38 ± 7.34 83.81 ± 5.82 76.05 ± 4.45 75.44 ± 15.64 84.00 ± 6.52 86.86 ± 4.77

Random Selection 91.77 ± 15.07 89.13 ± 14.84 88.72 ± 17.59 67.70 ± 32.97 94.75 ± 7.34 87.43 ± 11.78 79.55 ± 10.89 70.53 ± 7.02 69.58 ± 16.19 79.56 ± 9.18 81.87 ± 6.14
Majority Voting Ensemble 93.62 ± 13.54 90.66 ± 13.14 90.26 ± 17.57 72.89 ± 30.82 95.81 ± 5.83 89.45 ± 11.71 80.84 ± 10.50 72.96 ± 5.26 71.41 ± 17.62 79.91 ± 8.90 83.78 ± 7.30
MLLM-guided Selection 92.68 ± 13.41 89.11 ± 16.59 89.43 ± 17.97 75.10 ± 27.27 95.54 ± 6.77 90.60 ± 10.20 80.92 ± 8.54 71.90 ± 4.93 71.37 ± 16.24 81.43 ± 7.41 83.81 ± 6.30
MLLM-guided Ensemble 92.27 ± 11.59 89.32 ± 15.67 89.20 ± 17.04 76.04 ± 27.44 95.69 ± 6.14 91.08 ± 10.09 82.20 ± 7.91 74.21 ± 4.25 73.82 ± 16.18 82.40 ± 6.73 84.63 ± 6.27

Fig. 7. Case-wise comparison of segmentation performance on the BTCV dataset using different results integration strategies, evaluated by
average Dice Similarity Coefficient (DSC).

methods, MLLM-guided Ensemble achieved the highest DSC
(84.63%), outperforming Majority Voting (83.78%, +0.85%),
Random Selection (81.87%, +2.76%), and approaching the
oracle upper bound (gap: 2.23%). MLLM-guided Selection
(83.81%) also exceeded Random Selection (+1.94%), validat-
ing that visual comparison by MLLMs provides meaningful
guidance. The superiority of MLLM-guided Ensemble over
Selection (+0.82%) confirms the benefit of rank-aware voting
in leveraging complementary model strengths.

V. DISCUSSION AND CONCLUSION

In this work, we present MedSegAgent, a multi-agent
framework that orchestrates specialized segmentation models
through natural language instructions. Rather than developing
yet another universal model, our approach leverages existing
task-specific models through intelligent selection and inte-
gration, achieving 94.27% complete coverage and 99.03%
minimal coverage across 343 distinct segmentation queries
spanning 23 datasets.

A core design choice is employing multiple specialized
models rather than a single universal model. In our evalu-
ated scenarios, specialized nnU-Net [15] models outperform
prompt-based universal methods such as MedSAM2 [59],
SegVol [10], and SAT-Pro [9] in both accuracy and efficiency
(Tab. VI, Fig. 6). This strategy enhances scalability by en-
abling integration of new models without retraining (Tab. V).
MedSegAgent aligns with the Mixture of Experts (MoE) [63]
paradigm, dynamically invoking only the required models for

each query and loading only one or two compact models at
inference time, requiring substantially less GPU memory than
large universal models. The coarse-to-fine (C2F) matching
strategy is critical for reliable semantic mapping: by progres-
sively constraining the candidate space (modality → anatomy
→ label), it reduces semantic interference and mitigates failure
modes such as dataset omission and label mismatch (Fig. 4,
Tab. II). The hierarchical decomposition particularly benefits
smaller LLMs by breaking complex matching into simpler
sequential sub-tasks (Tab. III).

MedSegAgent can also integrate outputs from multiple
models. As shown in Tab. VII, different models exhibit var-
ied performance across clinical contexts. Recent work has
demonstrated that MLLMs possess the capability to assess
segmentation mask quality [64]; building on this insight,
MedSegAgent employs MLLM-guided rank-aware ensemble
to provide more robust results in complex cases. Practical con-
siderations include potential quality misjudgment by MLLMs
due to slice selection or visualization biases, and additional
inference overhead from running multiple models.

The LLM component enables robust interpretation of clini-
cal requirements and terminological variations (Fig. 5). While
closed-source models like GPT-4o [11] may raise privacy
concerns, locally deployable open-source models such as
Qwen2.5 [13] achieve competitive performance (Tab. III). Re-
garding efficiency, cold start latency ( 40s for Qwen2.5-14B)
represents a one-time model selection cost; once the model
is selected, all subsequent inferences proceed without LLM
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overhead. While this initial overhead may affect time-critical
scenarios such as intraoperative guidance, it becomes amor-
tized in typical clinical workflows where the same anatomical
target is segmented across multiple patients or follow-up scans,
making warm start the dominant scenario with negligible LLM
overhead. For non-urgent tasks such as treatment planning or
batch processing, the cold start overhead remains acceptable.

A practical trade-off exists across model scales: smaller
models (7B-8B) enable faster deployment but show notable
performance drops due to limited capacity, primarily affecting
complex edge cases, while intermediate models like Qwen2.5-
14B balance accuracy and deployability (Tab. III). This obser-
vation highlights a flexible deployment spectrum: MedSegA-
gent allows users to choose between high-performance mode
(larger LLMs for maximum accuracy) and high-efficiency
mode (smaller LLMs for faster response) depending on their
computational constraints. Future work could train dedicated
compact models optimized for medical semantic matching,
offering better performance-efficiency trade-offs than general-
purpose small LLMs.

Our approach has several limitations. First, MedSegAgent
depends on the availability of suitable specialized models in
its library. The segmentation accuracy in our comparisons
(Tab. VI) reflects the underlying nnU-Net models; our con-
tribution lies in the orchestration framework itself. Unlike
universal models that can attempt any structure within their
training distribution, our system requires a matching pre-
trained model. This represents a fundamental trade-off be-
tween exploratory flexibility and clinical accuracy on known
tasks. Second, while our benchmark systematically evaluates
mapping accuracy using standard dataset naming conventions,
real-world clinical queries may contain additional context or
non-standard terminology. We partially address this through
robustness evaluation with uncommon synonyms and medical
abbreviations (Tab. IV), but future work should incorporate
real clinician queries to assess end-to-end usability in practice.

In conclusion, by enabling clinicians to access special-
ized segmentation models through intuitive natural language
queries, MedSegAgent demonstrates a practical pathway to-
ward making advanced medical image analysis more accessi-
ble and scalable in clinical practice.
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